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I. EXECUTIVE SUMMARY - 1 PAGE

Paragraph 1: Background about the chosen domains
Distributed consensus has been an area of active research

in the past decades [1]. Efficient algorithms which allow a
distributed network of users to reach common decisions while
not necessarily trusting each other are both very useful and
nontrivial. Many different solutions to this problem exist, we
chose two in particular to focus on: Proof-of-Work (PoW) and
Practical Byzantine Fault Tolerance (pBFT).

PoW is a battle-tested consensus algorithm resistant to both
Byzantine and sybil attacks. It’s used by Bitcoin [2] and was
previously used by Ethereum [3].

On the other hand, PBFT, introduced in 1999 [1], is an
alternative consensus algorithm which loses resistance to sybil
attacks but is much less computationally intensive.

The term “smart contract” has been used in reference to
many types of systems, the original example given was that
of a vending machine [4]. In the context of this project, a
smart contract is code that is commited to the blockchain and
is executed using transactions and consensus. This allows
users to agree on a set of rules ahead of time and prevents
them from interfering with the execution. Smart contracts can
store and transfer funds as well as interact with other smart
contracts. The idea was introduced within Bitcoin and later
expanded on in Ethereum.

Paragraph 2: High level overview and project scope
We implemented smart contracts on top of a generic

consensus interface, along with two consensus algorithms
which can be used interchangeably (PoW and pBFT). The
smart contract implementation consists of a stack-based
virtual machine, a high-level language and a compiler. Our
system is built on top of the Peerster application.

Paragraph 3: Main building blocks of the project.
The main building blocks of BobbyChain are as follows:

first, a compiler is used to compile our high-level language
to our bytecode. Then the bytecode is used to represent
smart contracts on the blockchain. Finally, PoW and pBFT
implementations are used to reach consensus on the next
block to be added to the blockchain. A graphical user
interface is provided to interact with the blockchain.

Paragraph 4: Component descriptions: describe how each
component work, in detail

Our PoW algorithm is implemented as a single-threaded
actor. We decide on multiple values in each block, and the
number of values per block is limited by the maximum size
of blocks. As long as there are proposed values that aren’t in
the local longest chain, we attempt to add them. The length
of a chain is defined as the number of blocks it contains. To
mine a block, we cycle through random nonces until we can
generate a hash with n leading zeroes (where n is a difficulty
parameter).

Our pBFT implementation is also implemented as a single-
threaded actor. Proposed values are queued until they can be
decided. We implemented a round-change mechanism based
on TLC similar to the one used for Paxos.

There are three blockchain operations that can be passed
to our consensus algorithms: account registration, adding a
new smart contract, and transferring Bobbycoin. Operations
are signed using 2048-bit RSA. They also include a nonce to
prevent replay attacks. They are then encoded as byte arrays
and deflated to minimize the chain’s overall memory impact.
Invalid blocks are skipped when calculating balances.

Paragraph 5: Implementation summary

A distinctive feature of our smart contract virtual machine
implementation is its mechanism to call other contracts and
runtime functions. External calls are available as a dedicated
instruction, which can be used to persist state, transfer money
or query account balances.

Similarly to the Peerster Paxos implementation, our Byzan-
tine fault tolerance algorithm uses TLC to move across con-
sensus epochs.

Paragraph 6: Evaluation summary

We evaluated our consensus algorithms to compare their
performance, finding that pBFT behaves much more pre-
dictably than PoW and expectedly experiences polynomial
slowdown with an increasing number of nodes. We also found
that for fewer nodes (less than 10) pBFT performs around 20%
faster than PoW, on the contrary, for bigger node counts (more
than 17) PoW performs up to 80% better.
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II. BACKGROUND AND RELATED WORK

We drew a lot of inspiration from the Ethereum whitepaper
[3] and the Ethereum yellowpaper [5] for the design of our
smart contract system. The whitepaper presents the original
design of the ethereum blockchain including smart contracts.
The yellowpaper presents the technical implementation details.

The central idea of PoW goes as far back as 1992 [6],
however, it was first applied to distributed currency in the
Bitcoin whitepater [2] in 2009. It was also originally used
by the Ethereum blockchain [3] before its switch to Proof of
Stake.

III. DESIGN

BobbyChain is a smart contract system (fig. 1) that lets you
transfer assets and pay BobbyCoins to other participants in the
network.

Fig. 1: The smart contracts chain can run on PoW or pBFT

The smart contract chain can be split into two main archi-
tectural components: the contracts language (section IV-B),
and the actual chain runtime (section IV-A). The contracts
language is a high-level programming language that gets
compiled into assembly instructions. These instructions are
then interpreted by the chain runtime to perform the contracts
and appropriate effects on the chain.

The system uses a consensus abstraction to guarantee the
convergence of the chains. We implemented two consensus
algorithms: practical Byzantine fault tolerance (section IV-F),
and Proof of Work (section IV-E).

IV. IMPLEMENTATION

A. Blockchain

Our blockchain consists of three different types of blocks:
• register

This block denotes the creation of a new account on the
blockchain. It includes the account’s ID and public key.

• appendContract

This block denotes the addition of a new smart contract
to the blockchain. It includes the account ID of the
creator, the maximum amount of gas that can be used
when invoking the contract’s constructor, the bytecode
of the contract, a nonce, and the creator’s signature.

• transfer

This block denotes the transfer of Bobbycoin from one
account to another. It includes information about the
sender and receiver, the amount transferred, a gas limit
in case the receiver is a smart contract, a nonce, and the
sender’s signature.

Fig. 2: Blocks are chronologically applied

Application
The current state of the blockchain is defined by an initial

state, together with a list of blocks in chronological order.
The blocks are applied one by one, ignoring invalid blocks,
and their side-effects are recorded (fig. 2). To simplify the
design, we chose not to handle correctness checking in the
consensus algorithms themselves, rather, it is possible for
consensus algorithms to agree on incorrect blocks (such as
incorrectly signed blocks, blocks that would leave an account
with a negative balance, or blocks that run a contract exceeded
the predetermined maximum amount of gas), however, when
the current state of the blockchain is calculated, these blocks
are ignored.

Account and Contract IDs Account IDs and contract IDs
are generated deterministically by the blockchain, so the nth
account will always have the same account ID, this ensures
that re-calculating the current state of the blockchain will
always produce the same result.

B. Smart Contracts Language

a) Bytecode: In order to support smart contracts, we de-
vised a virtual stack machine together with a set of instructions
( Tables II to X ) which it can interpret. The virtual machine
uses a word size of 32 bits.

The instruction set contains standard operations for a stack
machine and includes push, pop, arithmetic instructions, logic
instructions, conditional and unconditional jumps, and stack
frame management instructions. Each instruction is repre-
sented as a single byte, with the exception of push which is
followed by 4 additional bytes of data representing the 32-bit
integer to be pushed to the stack.

Each instruction has a gas cost, which is subtracted from
the caller’s account when it is executed. This discourages
wasteful computation from being performed on the blockchain
and guarantees the eventual termination of each execution.
Additionally, the interface allows a caller to specify the max-
imum amount of gas they are willing to spend on a contract
invocation.

Contracts are run in one of three cases:
• when they are created, which allows contracts to run setup

code;
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• when funds are transferred to them, which is how users
can invoke contracts, and the contract has access to in-
formation about the sender and the amount of Bobbycoin
received; and

• when a method is called on them. This is how contracts
call other contracts, it has access to information about
which contract invoked the method, which method was
invoked, and which arguments were passed to it.

Note that since a contract only contains a single top-level
expression, this expression is called no matter the invocation
context. It is up to the contract’s code to query the runtime in
order to figure out whether it’s being called on creation, on
transfer, or by another contract. This can be achieved using the
external call mechanism, however, convenient standard library
functions are provided to make this task simpler. The external
call mechanism can also be used to execute other contracts on
the chain.

b) External calls: In addition to the regular instructions,
we implemented an external call mechanism allowing a con-
tract to call into the runtime and into other contracts. An
external call consists of a contract ID, a method ID, and some
arguments. If the contract ID matches a special predefined
value, then the built-in “bobby” contract is invoked. This is
a simulated contract provided by the runtime which allows
smart contracts to interact with the outside world. The methods
provided by the “bobby” contract are referenced in table I.

Method Description

GetMethod

Returns the ID of the method cur-
rently being invoked on the contract.
The constructor always has a method
id of 10.

GetArg

Takes one argument n and returns the
nth argument passed to the current
invocation of the method. Returns 0
if n is out of range.

Store
Takes two arguments i and x and
stores x at location i in persistent
storage.

Load

Takes one argument i and returns the
value in persistent storage at location
i. Returns 0 if no value was written
to that location.

Balance
Takes one argument a and returns the
balance of the account with ID a.
Returns 0 for invalid a.

Transfer

Takes two arguments a and n and
transfers n Bobbycoin to the account
with ID a. If the transaction is suc-
cessful and the recipient is a smart
contract, also invokes the recipient.

MyAccount
Returns the account ID of the con-
tract’s own account.

TABLE I

c) Persistent storage: Each time a contract is invoked,
its stack is cleared. We implement a special mechanism for
contracts to persist state across invocations. This is a linear
block of memory of 231 words which can be written to
and read from at arbitrary locations (the implementation uses
a map). Contracts can store arbitrary amounts of data in
persistent storage, however, this costs more gas than using
the stack, in order to disincentivize frivolous use.

Since programming directly in bytecode is inconvenient, we
also implemented a high-level lisp-like language that compiles
down to our bytecode. As with any lisp, the syntax consists
entirely of s-expressions making it easy to parse correctly
as well as allowing for eventual extensions. The language
has most of the creature comforts of modern programming
languages, it allows the definition of functions, unbounded
recursion, and mutual recursion. Global constants are made
possible by declaring nullary functions returning constant
values. Ignoring memory and execution constraints such as
gas, our language is Turing-complete.

The language has two fundamental types of elements: func-
tion definitions and expressions. Function definitions (using
the def keyword) consist of a name, a list of parameters,
and an expression for the function body. Expressions can be
one of three things: let expressions consist of a number
of variable bindings followed by an expression that uses
them, if expressions consist of a condition followed by two
expressions, one of which is executed depending on the value
of the condition, and function applications which consist of a
name followed by the arguments that should be passed to the
function.

A program in our language consists of 0 or more func-
tion definitions followed by a single expression. This final
expression is executed every time a contract is invoked. In
order to implement different behavior for initialization as
opposed to other invocations, a contract can use the standard
library functions is_init and is_receive which give
information about the calling context, these are implemented
as external calls to the “bobby” contract.

A simple contract, such as presented in figure 3 sends back
half of the money it currently has.

(def main ()
(if is_receive

(transfer (arg 0) (/ my_balance 2))
0

)
)
main

Fig. 3: Example of a simple smart contract

d) Standard library: The standard library consists
of a number of convenience methods that are bundled
with every program before compilation. These are
things such as all the missing comparison operators
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(the raw language only supports < and = ), overloads of
functions like + and max to support different numbers
of arguments, convenient names for certain predefined
magic constants, and aliases for external calls. The last
category is particularly convenient as it allows one to e.g.
query the first argument of a call with (arg 0) instead of
($ $CONTRACT_ID_BOBBY $METHOD_ID_GET_ARG 0)

which itself is an alias for the cryptic ($ 0 12 0) ( $
represents an external call).

Fig. 4: Compilation of contracts is split into 4 main phases

e) Compilation: The compilation occurs in four stages
(fig. 4). The first stage is the parser which builds a syntax tree
and checks for syntactic errors. The second stage is a dead
code elimination pass which removes the definitions of all
unused functions, it is performed by calculating the transitive
closure of the reachability of definitions from the program’s
main expression, itself implemented using a custom graph data
structure. This pass is what allows us to bundle a standard
library with every program without compromising on bytecode
size as only the functions which are invoked will be kept.
The third stage consists of compiling all the expressions in
the program, meaning all the function bodies plus the final
main expression. Finally, the fourth stage is the linker which
replaces symbolic references to functions with their actual
locations in the bytecode (this can only be done once all
definitions have been compiled and laid out).

C. Introduction to the consensus interface

In order for BobbyChain to function properly, a consensus
mechanism is necessary to enable all peers to agree on the
state of the system. The peer interacts with this mechanism
through the consensus interface shown in 5, which has two
methods: Submit and Chain.

type Consensus interface {

Submit(update func([]Value)
(Value, error)) error

Chain() []Value

}

Fig. 5: The consensus interface

Submit, which is a higher-order function, is called when-
ever a peer wants to impose effects on the system. Its function
argument, which we refer to as update, has the role of
creating a new value to be proposed, given a list of previously
decided values that are taken from the peer’s blockchain.
update differs depending on the type of effect that is to be
created and is constructed in the methods of the BobbyChain
interface. It can represent an account creation, a smart contract
creation, or a transfer of BobbyCoins from one account to
another.
Chain is a method using which it is possible to obtain all

of the values that are present in the blockchain. The result of
calling Chain can be used as an argument to the update
function that is used in Submit.

To achieve consensus among nodes in the network on the
current state of the blockchain and to ensure consistency
among nodes we implemented two different consensus algo-
rithms: Proof of Work and pBFT. Later we describe how those
abstractions are implemented for both algorithms.

D. General overview of the consensus algorithms

Naturally, each consensus algorithm revolves around the
transfer of particular types of messages, which will be de-
scribed in the sections dedicated to the specific algorithm
description. We have decided that each peer should treat mes-
sages sequentially, and therefore the implementation of each
consensus algorithm is designed following an actor model.
This permits easier reasoning about the implementation, as
well as safety with regard to the state of the peer, given the
asynchronous arrival of messages.

The algorithms use a similar data struct to define the notion
of a block, PoWBlock and PbftBlock for PoW and pBFT
respectively. In essence, each of those types can store an array
of values, which constitute what has been agreed on, or what
is yet to be agreed upon. Additionally, by keeping a reference
to the hash of the previous block in the blockchain, the peer
has a total ordering of the blocks, and therefore of values that
have been decided. This allows all peers to agree on the state
of the BobbyChain system.

To store the blocks, we use the blockchain store that is built
into the Peerster abstraction.

E. Proof of Work

The first consensus algorithm that we implemented is Proof
of Work. This algorithm became immensely popular when it
appeared in the Bitcoin whitepaper, as part of the solution to
the double spending problem in a peer-to-peer network [2].
Bitcoin revolves around making the verification of proposed
values artificially difficult, which in turn deems it costly to
impose malicious changes to the system. This makes the
algorithm resistant to both Sybil and Byzantine attacks.

1) Implementation of the Interface: In PoW the consensus
interface was implemented in the following way:

• Submit: Accesses the longest blockchain, and uses
the update function to create a new PoWValue to
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be proposed. It proceeds to broadcast a PoWPropose
message to the Peerster network.

• Chain: Returns the ordered list of decided PoWValues
in the longest blockchain that it currently holds.

2) Hashing of the blocks: The process of deciding on a
common value involves a procedure colloquially referred to as
mining. This involves repeated attempts to hash the contents
of the block until a hash of the correct value is found. The
Hash method defined for the block is used for this. It serializes
the contents of the block into a byte array, before computing
the hash of the latter using the SHA256 hashing function. A
block is considered correct if the resulting hash has a certain
number of leading zeros, which is specified in the Peer’s
PoWTargetDifficulty configuration parameter.

For this to work, in addition to the proposed values and the
reference to the hash of the previous block, the PoWBlock
contains a 64-bit integer variable called the nonce. By chang-
ing the value of the nonce we vary the contents of the block,
therefore changing its hash. When mining, many nonces are
tried out in a loop while trying to obtain a correct hash. Figure
6 illustrates a typical PoW blockchain.

Fig. 6: Blocks keep a reference to the previous block’s hash

3) The run() loop: The behaviour of PoW is visually
summarized in figure 7. More specifically, in a single thread,
at each iteration a peer does one of four actions:

• If Submit is called, the peer will receive a
SubmitRequest and proceed with the actions de-
scribed above.

• Upon the receipt of a PoWProposeMessage, it adds
the contained proposed values to an internal buffer of
values that need to be decided upon.

• Upon the receipt of a PoWBlockMessage it proceeds
to verify that the hash of the block is valid. If the block
is valid, the peer adds it to its local blockchain.

• Finally, as a default, the peer attempts to mine on top
of its longest blockchain. To this extent, it retrieves
the values in its longest blockchain and compares them
against the values that have been proposed. The peer
packs as many new values into a block as possible, and
proceeds to attempt to mine the block for a fixed number
of attempts, changing the nonce at each iteration. If the
peer finds a valid hash for the block, it wraps the block in
a PoWBlockMessage and broadcasts it to all the other
peers.

Fig. 7: PoW executes the consensus steps

4) Forks and how we handle them: Due to the asyn-
chronous nature of messaging, it may well be that at any
given time all the peers don’t necessarily mine the same block.
Furthermore, it may as well be, that two peers both manage to
mine a valid block containing different values. Following the
broadcast of the valid block, the peers will proceed to append
both blocks to their blockchains. This would create what is
referred to as a fork.

One of the problems that this creates, is that the peers
have two choices for the longest blockchain that they can
use. To make sure that all peers break the ties evenly, we
made sure that the longest blockchain is chosen based on
a deterministic DFS traversal of the stored blockchain data
structure, illustrated in figure 8.

This mechanism, with high probability, enables all peers to
eventually agree on one longest blockchain to append to, and
therefore to reach a consensus on the state of BobbyChain.

Fig. 8: Choosing the longest chain.

F. pBFT

The second consensus algorithm we implemented is pBFT
[1]. This algorithm will reach consensus in a distributed system
with a maximum of f faulty nodes, and as long as there are
3f + 1 nodes, the majority of the correct nodes will always
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be able to reach a consensus no matter how the f faulty nodes
interfere with the process [7].

For pBFT, the consensus interface described above was
implemented in the following way:

• Submit: Accesses the blockchain, and uses the update
function to create a new value to be proposed. It proceeds
to broadcast a PbftRequestMessage to the network.

• Chain: Returns a list of values that have been agreed
on by the network. Since there are no forks in pBFT,
and there is only one chain, the implementation of this
method is much simpler than for PoW.

This consensus protocol reaches consensus through a mul-
tiphase execution. The distinct phases are the following: 1.
Request phase; 2. Preprepare phase; 3. Prepare phase; 4.
Commit phase; 5. Transition phase

Request Phase: Here the node that wants to propose a value
to reach consensus on broadcasts a request to the network.
During each consensus round one node is chosen as the leader.
This node will be responsible for handling the request message
and correctly initiating the next phase of the protocol. In our
implementation we pick the leader in a round-robin fashion,
using the formula:

RoundLeaderID := CurrRound % TotalPeers

Preprepare Phase: Here round leader broadcasts a
PbftPrePrepareMessage to the network. When nodes
receive this message they enter the Prepare Phase.

Prepare Phase: Here, after receiving a
PbftPrePrepareMessage, nodes broadcast a
PbftPrepareMessage and wait for a sufficient amount
matching PbftPrepareMessage back. When this
threshold is reached, the node moves to the commit phase.

Commit Phase: Here the phase is essentially analo-
gous to the prepare phase where the node broadcasts a
PbftCommitMessage and also waits for a threshold of
matching CommitMessages. After a sufficient amount of
such messages is received, it appends the block to its local
blockchain, which makes this round of consensus come to an
end. To ensure a smooth transition to the next round of the
consensus, the node enters the Transition Phase.

Transition Phase: Here the node broadcasts a
PbftTLCMessage that includes the round number of
the just concluded round. It waits for a sufficient number of
such messages that include the same round number. When
this threshold is reached it updates the round number and its
internal state. The state is updated based on whether the node
is the leader for the upcoming round or not.

Fig. 9: Peers reach consensus in 5 phases [7]

The run() loop The implementation of the run loop is
quite similar to that of PoW. The signals that pBFT is exposed
to can be split into two categories: state-changing, and state-
preserving.

As the name suggests, the processing of state-changing
signals does not change the pBFT state. Those signals include
the receipt of a request message, or the need to process
an invocation of Submit. Handling of PbftPrePrepare
messages is also state-preserving since the peer simply stores
the message in a mapping for the corresponding round. It is
safe for the peer to process those signals no matter what state
the peer is in, and therefore the peer waits for any of those
signals at all times.

State-changing signals include the processing of
PbftPrePrepareMessage, PbftCommitMessage
and PbftTLCMessage, where depending on the nature of
the particular messages, the state of the peer might change. We
have decided in our architecture to allow the exposure of the
peer to those signals to depend on its current state. Therefore,
the peer can only see incoming PrepareMessages if it
is in the Prepare state, CommitMessages if it is in the
Commit state and TLCMessages if it is in the NewRound
state. This enables the peer to smoothly transition through
the phases of pBFT.

V. EVALUATION

In this section, we present certain evaluations and measures
that we used in order to test our system. The two main
evaluation criteria we used were the correctness and the
performance of our code.

A. Correctness

The main approach we used to ensure the correctness of
our system was unit and integration testing. Each time a bug
appeared in our system, a test that could reproduce the setting
of the bug was designed. This allowed us to minimize the
probability of the occurrences of similar bugs. Every module
we wrote has corresponding unit tests and the system has
integration tests that verify the correctness of not just the
individual modules but the interactions between them.

Over the course of the project, we designed and imple-
mented additional 321 tests on top of the existing Peerster
tests.
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B. Performance
We outlined two scenarios to assess the performance of the

different parts of our system, the first scenario was created
to gauge the efficiency of our different consensus algorithms,
while the second one allowed us to evaluate the performance
of the full system.

In the first scenario, we considered a randomly connected
network of peers, where each peer broadcasts a request.
We set the connectivity parameter to 0.2 and measured
the time it takes for the Peers to reach consensus, where
we vary the number of peers to be 5,7,...,19. We took the
average of three executions and compared pBFT to PoW with
difficulties 18, 22 and 24. We measured the time it takes to
reach a consensus in a randomly connected network of peers.
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As we can see from the above figure, only pBFT is affected
by the number of nodes in the network. This is because the
number of messages exchanged in the process of deciding on
a value using pBFT increases quadratically with respect to
the number of peers. With regards to PoW, the time taken has
much more variance, with the highest difficulty variant taking
the longest overall to reach consensus. However, overall there
isn’t a visible trend that would suggest that larger networks
would take longer to reach a consensus. In fact, having a
larger network might actually increase the chances of mining
a block faster, since it is essentially an increase in the overall
computational power of the system.

We constructed a second more complex scenario. In which,
we evaluate the performance of the whole system by executing
BobbyCoin transfers, appending a smart contract and execut-
ing it. The whole test can be described as follows:

1) N nodes are created.
2) They are linked together in a line through their routing

tables.
3) Each node is registered on the chain and the bank

transfers some BobbyCoins to each node, the test waits
for all the nodes to receive the amount.

4) An account which sends money the money it receives to
the first account is registered on the chain.

5) Each node sends some BobbyCoins to the contract.
6) The test waits for all the nodes to have the correct

balance.
We ran this test with different node counts: 5, 7, 9 and

different PoW difficulties 8, 10, 12 Here are the results we
obtained:
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We can see from the results that with a smaller number
of nodes, pBFT can be more efficient than PoW in a more
complex scenario as it does not have to mine any blocks, while
different PoW difficulties behave as expected with the higher
difficulties taking more time.

VI. CONCLUSION

In conclusion, BobbyChain is a smart contract system for
which we developed a high-level programming language.
It supports two consensus algorithms: proof of work and
practical Byzantine fault tolerance. BobbyChain can be used
to transfer money, and create or execute smart contracts.
Our evaluation shows that pBFT performs better with lower
node counts, but due to the higher asymptotic complexity of
messages exchanged, proof of work is more efficient at scale.
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APPENDIX

Instruction Description Failure conditions
NOP No operation Always succeeds

ABORT Abort execution Always succeeds
HALT Halt execution Always succeeds

TABLE II: Bytecode: Special instructions

Instruction Description Failure conditions

PUSH
Push the four next Stack overflowbytes onto the stack

POP
Pop a value Stack size < 1off the stack

TABLE III: Bytecode: Stack instructions

Instruction Description Failure conditions

ADD
b <- pop()

Stack size < 2a <- pop()

push(a + b)

SUB
b <- pop()

Stack size < 2a <- pop()

push(a - b)

MUL
b <- pop()

Stack size < 2a <- pop()

push(a * b)

DIV
b <- pop()

Stack size < 2a <- pop()

push(a / b)

MOD
b <- pop()

Stack size < 2a <- pop()

push(a % b)

POW
b <- pop()

Stack size < 2a <- pop()

push(a ** b)

TABLE IV: Bytecode: Arithmetic instructions

Instruction Description Failure conditions

AND
b <- pop()

Stack size < 2a <- pop()

push(a & b)

OR
b <- pop()

Stack size < 2a <- pop()

push(a | b)

XOR
b <- pop()

Stack size < 2a <- pop()

push(a ˆ b)

NOT
a <- pop() Stack size < 1
push(ˆa)

BOOL_NOT
a <- pop() Stack size < 1
push(!a)

TABLE V: Bytecode: Bitwise and boolean instructions
Note: boolean AND and OR are short-circuiting and thus are
compiled directly using conditional jumps.

Instruction Description Failure conditions

SHL
b <- pop()

Stack size < 2a <- pop()

push(a << b)

SHR
b <- pop()

Stack size < 2a <- pop()

push(a >> b)

SHRU
b <- pop()

Stack size < 2a <- pop()

push(a >>> b)

TABLE VI: Bytecode: Shifting instructions

Instruction Description Failure conditions

LT
b <- pop()

Stack size < 2a <- pop()

push(a < b)

EQ
b <- pop()

Stack size < 2a <- pop()

push(a == b)

TABLE VII: Bytecode: Comparison instructions

Instruction Description Failure conditions

JUMP
a <- pop() Stack size < 1

pc <- a Invalid PC

JUMP
ZERO

a <- pop()

b <- pop() Stack size < 2

if (b == 0) Invalid PC
pc <- a

TABLE VIII: Bytecode: Jump instructions
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FRAME
LOAD

offset <- pop()

v <- stack[ Stack size < 1

fp + offset] Invalid offset
push(v)

FRAME
STORE

offset <- pop()

v <- pop() Stack size < 1

stack[fp + offset] Invalid offset
<- v

FRAME
LINK

offset <- pop()

push(fp) Stack size < 1

fp <- sp - 1 Invalid offset
sp <- sp + offset

FRAME
UNLINK

sp <- fp Stack size < 1

fp <- stack[fp] Invalid offset

TABLE IX: Bytecode: Stack frame instructions

CALL
addr <- pop()

Stack size < 1
Invalid PCpush(pc + 1)

pc <- addr

RET
offset <- pop()

Stack size < 1
Invalid PCpc <- pop()

sp <- sp - offset

EXT
CALL

contract <- pop()

Stack too small
Ext call failure

method <- pop()

nargs <- pop()

for i = 1,...,nargs

argnargs-i <- pop()

res <- <ext call>
push(res)

TABLE X: Bytecode: Call instructions

PoWProposeMessage
Fields: PoW Values

The PoW values are added attempted to be added to the
current block and then the block starts to get mined.

PoWBlockMessage
Fields: PoW Block

The PoWBlock’s correctness is verified and it is added
to the blockchain

PbftRequestMessage
Fields: Pbft Block

The PbftBlock Values are added to a queue from
which they are taken when the node becomes the leader
and the consensus round is started

PbftPrePrepareMessage
Fields: Round ID, Pbft Block

The Round ID is used to make sure that the node is
participating in the correct round to reach consensus over
the PbftBlock of the message.

PbftPrepareMessage
Fields: Round ID, Pbft Block

The Round ID is used to make sure that the node is
participating in the correct round to reach consensus over
the PbftBlock of the message.

PbftCommitMessage
Fields: Round ID, Pbft Block

The Round ID is used to make sure that the node is
participating in the correct round to reach consensus over
the PbftBlock of the message.

PbftTLCMessage
Fields: Round ID

Round ID is used to make sure the PbftTLCMessage
is for the correct round and to transition smoothly to the
next one.
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